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A Large Scale Visual Recognition
Challenge (ILSVRC)

ImageNet Challenge

¢ 1000 object categories
¢ 1.2M training images
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ImageNet Large Scale Visual Recognition Challenges
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Classification Results (CLS)
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Face Recognition

A Labeled Faces in the
Wild (LFW) !
¢ 5,749 subjects |
¢ 13,233 faces

Human cropped (97.5%)
DeepFace-ensemble (97.35%)
DeepFace-single (97.00%)

—— TL Joint Baysian (96.33%)

—— High-dimensional LBP (95.17%)
— Tom-vs-Pete + Attribute (93.30%)
combined Joint Baysian (92 .42%)
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frue positive rate

false positive rate

YI+Al (0.9983 0.0024)
FRDC (0.9972 0.0029)
CHTFac€0.9960+ 0.0025)

Training data: 4 mil faces, 4000
identities (Facebook)

Taigman et al. DeepFace: Closing the Gap to Human-Level Performance in Face Verification, CVPR 2014 .



Segment Anything Model (SAM)

A A new Al model from Meta Al that can "cut out"
any object, in any image, with a single click
I Trained usind..1 billion segmentation masks from 11

million images

valid mask

o U

cat with
black ears

segmentation prompt

200-300 masks

300-400 masks
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LeNet5 vs AlexNet

LeNet5LeCuret al. 1998 AlexNetKrizhevsky et al. 2012
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connection 28\l rig Max 53§ Max pooling 2 2048
Convolutions Subsampling Convolutions  Subsampling Full connection i

A 7 layers A 8layers
A Trained on MNIST digit dataset Trained on ImageNet dataset

with 1.2M training images

with 60K training examples o _ _
A Redctified Linear UniReLU

A Sigmoid ortan.h nonlinearity nonlinearity
A Average pooling 4 Max pooling
A gglclly connected layers atthe . GPU implementation
A Trained on two GPUs for a week
A Dropout regularization
A Fully connected layers at the

end



Why?

Avallability of large annotated datasets

More layers

¢ Capture more invariances

More compute

A Avallability and affordability of GPUs

Better regularization
A Dropout
New nonlinearities

A Redctified Linear UniReLl)
A Parametric Rectified Linear UnRReL))

Razavian et al. CVPR 2014



Recent Large Pfé&rained Models

Small models (<= 100b parameters)

ELMo GPT-1 BERT RoBERTa  Transformer ELMo GPT-2 Megatron-LM LLaMA Chinchilla YalM ERNIE
94M nmM 340M 354M 4B5M 158 8.38 65B 80B 1008 100B
Ai2 @openar Google GOMeta Ai2 @ openAl <3 AMeta Q DeepMind Yandex BaitEE

Large models (>100b parameters)

The base of

ChatGPT

Undisclosed
number of
parameters

LaMDA GPT-3  Jurassic-1 Gopher MT-NLG PalLM PaLM-E GPT-4
1378 175B 1788 280B h30B 540B 5628

Google ©openal  ARAflabs g DeepMind <A Google Google @OpenAI

nVIDIA,
Parent
Google

https:// alinakhay.comComprehensiveGuideto-the-State-of-LargeLanguageModels



Scaling Laws for Neural Language Models
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Figure 1 Language modeling performance improves smoothly as we increase the model size, datasetset
size, and amount of comput used for training. For optimal performance all three factors must be scaled
up in tandem. Empirical performance has a power-law relationship with each individual factor when not
bottlenecked by the other two.

There is a power law relationship between the number of parameters in an

autoregressive language model and its performance!

A Train larger models and expect performance improvements.

A Model size and the number of training tokens should be scaled in equal
proportions.

Kaplan et al. arXiv 2020
Chinchilla, DeepMind 2022



Why?

Availability of large annotated data

More layers
¢ Capture more invariances

More computing
A Avallability and affordability of GPUs

Better regularization

A Dropout
New nonlinearities

A Redctified Linear UniReLl)
A Parametric Rectified Linear UnRReL))

Razavian et al. CVPR 2014
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Protecting User Privacy

A Data privacy (protect the data)

I Cancelable biometrics

A Modify data through revocable and non
invertible transformations

I BioHashing
A Random projections are used to generate
templates

I Differential privacy

A An algorithm is differentially private if its
behavior hardly changes when a single
individual joins or leaves the dataset

A Hide unique samples (add noise to data)

I Homomorphicencryption
A Perform calculations on encrypted data

V. M. Patel, N. Rathaand R Chellappa“Cancelable Biometrics: A review," in IEEE Signal Processing Magazine,
vol. 32, no. 5, pp. 565, Sept. 2015.



Federated Learning

A Federated learning (build protection into the models)

I Multiple entities collaboratively train a model while ensuring
that their data remains decentralized.

I Communicatiorefficient learning of deep networks from
decentralized datpAISTATS 2017, McMahan et al. (Google)

Server
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Synthetic Data Generation

High-resolution, realistic A Generative Al

. i
TRES g?nerat'on' I Generative Adversarial Networks
(GANS)

25
; g T Variational AuteEncoders (VAES)
43 T Flow-based methods
} 5 T Diffusion models
4 I Visual Autoregressive Models
S 8 (VARS)
| 5 |
GANs & VAEs GANs Transformers Diffusion Models
(2013) (2018) (2020) (2022)
Training data Sampling > generated distribution true data distribution
(e.g. 64x64x3=12K dims) L unit gaussian B(X)
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https://openai.com/index/generative-models/

Image credit: Khar



Generative Models

GAN: Adversarial /
training

VAE: maximize
variational lower bound

Flow-based models:
Invertible transform of
distributions

Diffusion models:
Gradually add Gaussian
noise and then reverse

Visual Autoregressive
Modeling (VAR)a
new visual generation
method that elevates
GPTstyle models
beyond diffusion

Discriminator 7 Generator '
. e g
D(x) @ (z)
Encoder
X > Z > x/
q4(2[x)
Flow Inverse ’
— > > Z > o — X
x f(x) '(2)
X o Xol — & ——
Xo— X1 X2 —7 ...... ———— z
Three Different Autoregressive
Generative Models
The  cat sat by ||| him e

Autoregressive 2ooe .
Trans'ormar (
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T mggg HLE&

AR Transfo, 5 AN
— S ) @ p ] b Autoregressive Transfoy —
h", | rmer (Our VAR)

() VAR: Ima,
g€ generatio,
N prediction " by next-scale (or next- ~resolution) Dred ti
ICtion

Image credit: Lilian Weng


















A stylish woman strolls down a bustling Tokyo street (130s)

Self-Forcing



Generation

LAION-A Match

Image Replication

A Diffusion models have
outperformed GANS in image
synthesis and have
demonstrated a remarkable
ability in generating high-quality
images

A Despite their potential, diffusion-
based image synthesis models
are known to replicate training
data and generate biased
samples.

FFHQ - 300

Generated

FFHQ - 700

In Diffusion Models

FFHQ 1000

Training data E g

LS

Perera& Patel, IJCB 2023
Somepalli et al. CVPR 2023
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Replication in Video Diffusion Models

Frame by Familiar Frame: Understanding Replication in Video Diffusion
Models

Aimon Rahman *, Malsha V. Perera *, and Vishal M. Patel
Johns Hopkins University
* denotes equal contribution
{arahma30, jpererad, vpatel36}@jhu.edu
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Figure 1. Diffusion-based video synthesis models can sometimes replicate training data by assembling memorized foreground and back-
ground elements. We demonstrate this trend across multiple diffusion models trained on diverse datasets. Such occurrences prompt
inquiries regarding data memorization and the ownership of videos produced by diffusion methods. Bottom row: Videos sourced from the
RaMViD [1£], VIDM [2£], and LVDM [ 4] project websites. Top row: The most similar counterparts from the training dataset.
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Frame by Familiar Frame

Observation. Video diffusion models trained from scratch
on limited video datasets exhibit a greater tendency to com-
pletely replicate the content of the videos within the train-
ing dataset.

Observation. Video prediction models frequently mem-
orize the motion dynamics present in the training dataset,
resulting in a limited ability to generate novel motion pat-
terns.

Observation. When training from scratch, the amount of
data needed for generating unique videos is significantly
greater than that required for the image generation models.

Observation. Leveraging a Text-to-Image (T2I) backbone
in video diffusion models demonstrates an enhanced abil-
ity to produce unique video content. Fine-tuning only the
temporal layers of a pre-trained video diffusion model on
a small dataset can effectively address the replication issue

. . Rahman, Perera
in low-resource settings. fFGSE s 2
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Lo ONE HUNDRED EXAMPLES OF GPT-a MEMORIZING CONTENT FROM THE NEW YORX TIMES

EXAMPLE 48: Porg IN BREAK FroM DOCTRINE BACKS SAMESEX Crvin. UNIONS

attpe://wwv.nytines.com/2020/10/21 /vorld/europe/pope-francis-sane-sex~civil-unions. htzl

Copyright number: TX 8.926.133

Prompt (taken from articler):
ROME

Ftfective Date: 2020-12.14

Pope Francis expressed support for same-sex civil unions in remarks revealed in a

Output from GPT-4:

documentary flm that premicred on Wednesday, a
significant break from his predecessors that staked
ont new ground for the church in its recognition of
gay prople.

The remarks, coming from the leader of the Roman
Catholic Church, had the potential to shift debates
about the legal status of same-sex couples in na-
tions around the globe and unsettle bishops worried
that the unions threaten what the church considers
traditional marriage — between one man and one
WOImMAD,

“What we have to create is a civil uoion law. That
way they are legally covered,” Francis said in the
documentary, “Francesco,” which premiered at the
Rome Film Festival, reiterating his view that gay
poeople are children of Gad. "I staad up for

Actual text from NY Times:

documentary Blm that premierad on Wednesday, a
significant break from his predecessors that staked
out new ground for the church in its recognition of
gy people.

The remarks, coming from the leader of the Roman
Catholic Chureh, had the potential to shift debates
about the legal status of same-sex couples in na-
tions around the globe and unsatile bishope worned
that the unions threaten what the church considers
traditionn] marriage — between one man and one
WOINAL,

“What we have to create = a civil union law. That
way they are legally covered,” Francis said in the
documentary, “Francesco,” which debuted at the
Rome Film Festival, reiterating his view that gay
people are children of God. “I stood up for



Social Biases In Generative Models

A Generative models have become widely popular across various
applications, but they also risk perpetuating biases, which can
lead to significant social consequences.

FFHQ - Train FFHQ - Generated FFHQ - Train FFHQ - Generated
Age
010
= Male 11-20
Female = 21-30
55.3% 57.7% - 3140
- 41.50
- 51-60

- >60

Gender distribution in the FFHQ training data (left)
and generated data (right) using diffusion model.

Age distribution in the FFHQ training data (left) and
generated data (right) using diffusion model.

Biased towards biased towards generating
younger faces

Biased towards female class

FairFace-BW - Train FairFace-BW - Generated

FairFace-BW - Train FairFace-BW - Generated

Gender ‘
= Male -\M'|te

Female Black

45.8% 42.5%

‘ 34.3%

Gender distribution in the FairFace-BW training data

(left) and generated data (right) using diffusion model.

Biased towards male class

Racial distribution in FairFace-BW training data (left)
and generated data (right) using diffusion model.

Biased towards white racial class



Key Observations

A Diffusion-based face generation models exhibit bias even when
trained on balanced datasets.

A When trained with balanced datasets of varying sizes, diffusion
models demonstrate bias towards certain attribute classes, with
the degree of bias being dependent on the specific dataset and
its size.

I Complexity of the training subset might have played a role in the
variation of attribute distribution within diffusion models. Factors
such as lighting conditions, hairstyle, and makeup added complexity

to the dataset.

rrrrrrrrrrrrrrrr

aaaaaaaaaaaaaa

aaaaaaaaaaaaa

Female

DDPM ((]) GAN a " ooeM ((\) TN 2 " ooPM (f) ) AN
Gender Distribution of FairFace-BW training data subsets and generated data : a) gender distribution in training subset,

results on GAN and diffusion models trained with b) 300 samples, ¢) 700 samples, d) 1000 samples, ) 5000 samples, f) 10000
camnlec



Why Diffusion Models Don’t Memorize: The Role of

Implicit Dynamical Regularization in Training
Bonnaire et alNeurlPR025
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Data Replication and Bias Mitigatic

Unbiased-Diff: Analyzing and Mitigating Biases in
Diffusion Model-based Face Image Generation

Malsha V. Perera, Student Member, IEEE, and Vishal M. Patel, Senior Member, IEEE

Mitigating Replication and Bias in Diffusion-based
Face Image Synthesis Models with Rewards

Malsha V. Perera, Student Member, IEEE, and Vishal M. Patel, Senior Member, IEEE

Debias-DPO: Debiasing Diffusion-based Face Image Generation with
Direct Preference Optimization

MalshaPerera & Vishal M. Patel, IEEE FG 2025



Mitigating Replication and Bias in Diffusior
based Image Synthesis Models

A The proposed method involves fine-tuning the model using
rewards to guide it toward a more desirable output
distribution, encouraging the generation of preferred samples
and suppressing undesirable ones.

Our objective is to solve the following optimization problem

max Eocgps () [7(%0) ] -

our goal of fine-tuning the diffusion model to maximize rewards can be approximately
achieved by minimizing the following loss function with minimal alterations to the standard
diffusion training

Lyeward = ]E[ T(XO) ”6 - 69(xt: t)”2 ] :
Rewards

- Mitigation of data replication:

Trep(¥0) = 1 — max (deg(f(xo), f(xa)))

Lrep = Lyeward + 7]Exd~D[ ”6 - 69(xt7 t)”2 ]

- Mitigation of social biases:

Tbias(X0) = Mg + (Mg — mc)? + (me — mg) V).



Mitigation Results

Mitigating gender bias- FFHQ dataset

FFHQ

49,08 5092

L]

&
= ,
35

B

FFHQ - 300 FFHQ - 700

. 100 1
Male Male Male

Female
60 &0 e
* 53.06 ® 601 1
an 3y 5169 . - 50 26 49 74 ™ &7 5133
431 £ 4614 ha% 9.7 £ 48.67
§ § “
. 3w 3 o ’
‘ 20 204
Pre-Trained De-biased N Pre Trained ‘ Pre-Trained De-biased
(b)

FFHQ - 1000

De-biased

(c) (d)

Results corresponding to the mitigation of gender bias in diffusion models trained with subsets of the FFHQ dataset. Each plot
present the gender distribution of the generated samples of the diffusion models: pre-trained and tuned using proposed method.
Plots (a), (b), (c), and (d) correspond to diffusion models trained with the entire dataset, 300 samples, 700 samples, and 1000

samples, respectively.

Mitigating racial bias- FairFace dataset

Fairface-700 Fairface-1000

Results corresponding to the mitigation of racial bias in diffusion models trained with subsets of the FairFace-2 dataset. Each
plot presents the racial distribution of the generated samples of the diffusion models: pre-trained and tuned using proposed
method. Plots (a), (b), (c), and (d) correspond to the diffusion models trained with the entire dataset, 300 samples, 700 samples,

and 1000 samples, respectively.



Mitigation Results

Simultaneous Mitigation data replication and social bias - FairFace dataset

Fairface - 700 Fairface - 700
100 100
50 pre-trained Male White
proposed o Female Black
80 80
“© 66.99
58.55
» ® €0 5355 ® & 52.84
- 46.45 2 47.16
E 41 .45 g 1
" 2 ¢« 33.01
10 0 20
0 v 0 . . 0 . :
02 03 04 05 06 07 08 09 10 Pre-Trained De-biased Pre-Trained De-biased
(a) (b) (c)

Results corresponding to the simultaneous mitigation of data replication and social biases in diffusion models trained with 700
samples of the FairFace-2 dataset. Plots (a), (b), and (c) present the results for mitigation of data replication, gender bias, and
racial bias, respectively.



